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Introduction

A taxonomy of learning approaches



Moving beyond our setup

Samples are i.i.d.
from one distribution

(single task)

All labels are available
(fully-supervised)
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Taxonomy of multi-task approaches

1 task

2 tasks

n tasks

Test set is coming from a
different distribution Concept Drift

Both supervised Transfer learning  
(fine-tuning)

One unsupervised, the
other supervised Pre-training

All tasks are available Multi-task learning

A subset of the tasks is
available Meta learning

Tasks are arriving
continuously Continual learning

Problem set-up Family of solutions
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One task

Concept drift



Model deployment

Up to now, we assumed training data and test data come from some fixed
and identical distribution p(x, y). This is relatively easy to check by evalu-
ating their respective accuracies.

What happens when the model is deployed, i.e., put into production for
constant use?
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Concept drift

Suppose that when using themodel we are able to collect additional labeled
data T = {(xi, yi)}.

Concept drift arises whenever the points (xi, yi) are sampled w.r.t. a
distribution p̂(x, y) which is different from the training distribution.

Concept drift can be gradual if the second distribution smoothly varies over
time, or abrupt whenever there is a sudden discontinuity.
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Examples of concept drift

I A medical diagnostic tool trained on data from a single hospital and
deployed to a different clinic.

I An energy forecasting model trained on a fixed temporal shapshot of
data.

I A recommender system, where users’ preferences are evolving due to
the recommender itself (e.g., echo chambers).
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Handling concept drift

Lu, J., et al., 2018. Learning under concept drift: A review. IEEE Transactions on Knowledge and Data Engineer-
ing, 31(12), pp. 2346-2363.
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Tackling concept drift

Despite its importance, concept drift is still an open important problem in
the literature. The most common solution when concept drift is detected is
labelling a new set of data and retraining the model.

Approaches to detect concept drift can be divided into active approaches
(constantly retraining the model at fixed intervals) and passive approaches
(performing statistical tests on the distribution of the data or the perfor-
mance of the model to evaluate if concept drift has occurred).
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Online learning

In some contexts (e.g., recommender systems, time-series forecasting), new
labeled data is indeed arriving continuously.

ML models that can be trained from streaming data are called online mod-
els. For example: a logistic regression model where every time a new batch
of data arrives, a gradient descent step is performed.

Onlinemodels tend to be robust to concept drift (sincemore recent data can
be weighted more). Unfortunately, deep models are poor online learners in
general.

See [GitHub] online-ml/river.
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Evaluating the distribution of the data

For high-dimensional data (images, audio, ...) evaluating its statistical prop-
erties is a huge research issue by itself.

In deep learning, it is common to work on the embeddings of the data inside
the model, i.e., the output of the model up to one of its final layers:

h = g(x) , y = c(h) .

For example, in a CNN, g(x) would be the CNN up to the final pooling oper-
ation, while c(h) would be the final classification layers.
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Anomaly detection in a deep network

If we assume that the embeddings follow a Gaussian distribution, given the
training data we can compute an estimate of the meanµ and the covariance
Σ of h.

Given a new embedding h, its distance from the Gaussian distribution is
given by:

d(h) =
√

(h− µ) Σ−1 (h− µ) .

This allows us to quickly find anomalous embeddings or change in the dis-
tribution if evaluated across many points. In addition, it can be generalized
by considering Gaussian mixtures or more general families.
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Two tasks

Fine-tuning



Fine-tuning a model

Consider now the scenario where we have a large dataset S to train a model
(source domain), and a smaller dataset T (target domain), whose inputs are
coming from a similar domain to the source.

Fine-tuning is the process of training a model on S and adapting it to T ,
hoping that the results are better than training on T alone.

For example, we would like to exploit the training process on ImageNet to
recognize different objects (e.g., types of pasta), exploiting the variety of
objects already seen inside ImageNet.

12



How fine-tuning works

1. Train a model on S , or take a pre-trained model from an online hub
(e.g., a ResNet-50 pre-trained on ImageNet).

2. Replace the last layer with a randomly initialized one.
3. Train the network on T . The parameters that were pre-trained can be
either freezed or fine-tuned with the new classification model.

This works under the assumption that the features of the pre-trained net-
work are representative of the new task. It is a primitive form of transfer
learning.
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Visualization of the fine-tuning process

Figure 1: Image courtesy of Dive Into Deep Learning, Chapter 13.
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Multiple tasks

Multi-task learning



Multi-task learning

A small variation on the previous setup happens when multiple targets are
defined on the same input domain. For example, we might want to predict
different features (age, sex, posture) from the same input image.

In this case, we can consider a multi-task dataset S = {(xi, yi,1, . . . , yi,T)},
where T is the number of tasks.
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Parameter sharing

Like in the previous case, we can consider a shared backbone network g(x),
and t separate heads ci departing from the backbone:

f (x) =

 ŷ1· · ·
ŷT

 =

 c1· · ·
cT

 ◦ g(x) .

In this case, however, we want to train all components simultaneously.
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Training a multi-task model

If we associate with each task a corresponding loss lt(yt, ŷt) (e.g., cross-
entropy losses for all classification tasks), we can train the model using
a weighted sum of the losses:

min
∑

(xi,yi,1,...,yi,T)

T∑
t=1

λt · lt(yi,t, ŷi,t)︸ ︷︷ ︸
Per-task loss

where in general we use different weighting values λt depending on the
magnitude of each loss.
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Multiple inputs to a model

It is also interesting to consider the symmetric case, where to a single output
we associate multiple inputs S = {(xi,1, . . . , xi,M, yi)}. This is called a multi-
modal dataset (e.g., representing a client through an image and a speech
recording).

We can handle this similarly to before, by associating a single block to each
input, and concatenating them before a shared part:

f (x) = g


 c1(x1)· · ·
cm(xm)


 .
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A 2-modal model

Input 1 (image)

Input 1 (speech)

Block 1  
(e.g., 2D CNN) 

Block 2  
(e.g., 1D CNN) 

Shared block
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Multi-view models

Another variation occurs whenever the different inputs belong to the same
domain, but do not have a precise ordering (e.g., multiple snapshots of the
same object). These are called multi-view datasets.

These can be processed by replacing the concatenation with something
which is invariant to the order (e.g., an average): We can handle this simi-
larly to before, by associating a single block to each input, and concatenat-
ing them before a shared part:

f (x) = g
(
1
M

M∑
m=1

c(xm)
)

.
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Multiple tasks

Continual learning



Definition of continual learning

Continual learning (CL) is similar to multi-task, but new tasks are arriving
continuously, and the networkmust learn to solve the new tasks whilemain-
taining a good accuracy on the old ones.

For example, consider a large image classification problem, where each task
consists of only two-three classes from the dataset: the first task could be
(cat, dog), the second one (tree, sea), and so on.

The network must learn to recognize the new classes, while still being able
to recognize previous ones.
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Catastrophic forgetting

The main problem in CL is catastrophic forgetting, i.e., the network achieves
a good accuracy on the current task, but its performance degrades with
respect to old tasks.

The reason this occurs is that standard gradient descent tends to overwrite
all parameters simultaneously, leading to possible abrupt changes in the
behaviour of the network itself.

Parisi, G.I., et al., 2019. Continual lifelong learning with neural networks: A review. Neural Networks, 113, pp.54-
71.
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Types of continual learning

The CL problem is very generic, and several variants can be obtained de-
pending on the structure of the sequence of tasks.

I Task-incremental: the input domain is constant; the output is
different for each task, but the network knows which task it is solving.

I Domain-incremental: the model does not know which task it is
solving, but inferring the task is not required. For example, learning to
steer a car, where each task is sampled from a different city.

I Class-incremental: the model does not know the task and must also
infer it.

Van de Ven, G.M. and Tolias, A.S., 2019. Three scenarios for continual learning. arXiv preprint arXiv:1904.07734.
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Examples of benchmark datasets

I Split-MNIST: each task is composed by images belonging to only two
classes (5 tasks in total). This can be either task-incremental or
class-incremental.

I Permuted-MNIST: each task has all digits, but the input is randomly
permuted according to a permutation matrix defined by the task.
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Types of continual learning

Because of the complexity of the CL problem, a large part of the litera-
ture has focused on the task-incremental setup: This is useful because we
can solve it similarly to the multi-task scenario, with a separate head being
added for each new task. Nonetheless, a lot of research is going into over-
coming these limitations.

Rao, D., et al., 2019. Continual unsupervised representation learning. arXiv preprint arXiv:1910.14481.
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Solutions to the CL problem

Solutions to the CL setup are generally categorized into one of three fami-
lies:

I Regularization methods add specific regularization terms to the loss
function, to preserve information which is crucial to the old tasks.

I Replay methods store a subset of the old data (or train generative
models) to interleave to the current task.

I Progressive methods slowly increase the size of the network, adding
capacity whenever a new task is encountered.

26



Elastic weight consolidation

Consider the first task T1 = {(xi,1, yi,1)}, where the second subscript denote
the task.

We train a generic neural network f (x) with weights θ by solving a standard
optimization problem:

θ1 = argmin
θ

1
n
∑
i

l (f (xi,1), yi,1)︸ ︷︷ ︸
L1(θ)

.

We now observe a new task T2 = {(xi,2, yi,2)}, and we want to update θ1 such
that the accuracy on T1 and T2 is simultaneously good.
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Elastic weight consolidation (2)

The key observation for many approaches is that only a small number of
parameters in θ1 are critical for the first task.

Suppose we had a kind of oracle function c(θ1) = c outputting a scalar
importance cj for each parameter θ1j . Elastic Weight Consolidation (EWC)
imposes a regularization forcing critical parameters to move less:

θ2 = argmin
θ

1
n
∑
i

l (f (xi,2), yi,2) + λ
∑
j

cj
(
θj − θ1j

)2
︸ ︷︷ ︸

c>(θ−θ1)2

.

Kirkpatrick, J., et al., 2017. Overcoming catastrophic forgetting in neural networks. Proceedings of the National
Academy of Sciences, 114(13), pp. 3521-3526.
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Elastic weight consolidation (3)

A common choice for c is the diagonal of the so-called Fisher information
matrix computed at θ1:

c = 1
n
∑
i

[∇l (f (xi,1), yi,1)]2

In the previous version, this was wrongly written as c =
[
∇L1(θ1)

]2.
For the third task, we can sum two different penalties, sum the two Fisher
information matrices, or consider just the last one.

Huszár, F., 2017. On quadratic penalties in elastic weight consolidation. arXiv preprint arXiv:1712.03847.
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Example of performance of EWC on Permuted-MNIST

Kirkpatrick, J., et al., 2017. Overcoming catastrophic forgetting in neural networks. Proceedings of the National
Academy of Sciences, 114(13), pp. 3521-3526.
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Metrics for continual learning

After observing t different task, the performance of the model can be sum-
marized in a R

(t,t)
matrix, where Ri,j is the performance on task i after training

on task j.

Several CL metrics can be obtained from this matrix. For example, a global
accuracy is defined as:

Accuracy =

∑
i≤j Ri,j

1
2t(t + 1)

.

Díaz-Rodríguez, N., et al., 2018. Don’t forget, there is more than forgetting: new metrics for Continual Learning.
arXiv preprint arXiv:1810.13166.
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Backward transfer

Another interesting metric is backward transfer, i.e., how much training on
a new task has improved the previous tasks:

Backward transfer =

∑
j≥2,i<j Ri,j − Ri,i

t(t−1)
2

Note that backward transfer is always possible in general as long as:

∂θiL1(θ) · ∂θiL2(θ) > 0 .
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Multiple tasks

Meta-learning



Definition of meta-learning

In meta-learning, we assume there exists a meta-distribution p(T ) of pos-
sible tasks (i.e., datasets). During training, we observe a few tasks. During
test, the model observes a new task from the distribution, and must adapt
as quickly as possible.

When the datasets are extremely small, we talk about few-shot learning.
Differently from CL, training datasets are available offline, and we only care
about performance on the test datasets.

We do not cover this class of approaches in the course (see the link below
for a 2019 survey).

Meta-Learning: Learning to Learn Fast (Lilian Weng).
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https://lilianweng.github.io/lil-log/2018/11/30/meta-learning.html


Few-shot learning (visualization)

Ravi, S. and Larochelle, H., 2016. Optimization as a model for few-shot learning.
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Further readings

I Fine-tuning: Chapter 13.2 from the book.
I Continual learning tutorial:
https://sites.google.com/view/cltutorial-icml2021.

I All papers mentioned at the end of the slides.
I CLIP and DALL-E for recent work on bi-modal models.
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https://sites.google.com/view/cltutorial-icml2021
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