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Introduction

Static vs. dynamic neural networks



Growing costs of neural networks

As neural networks grow in size and complexity, we see a corresponding
linear or super-linear increase in the required memory, compute budget,
and communication overheads in their training and deployment.

State-of-the-art (SOTA) models may require multiple GPUs or accelerators
just for inference, which is limiting in terms of costs, energy efficiency, or
environmental impact.
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Increase in computational budget (2012-2021)

Figure 1: Compute (PFLOPs) required to train SOTA models in the period 2012-2021.
Situation has even worsened lately.

AI and Memory Wall (Amir Golami, Zhewei Yao, Sehoon Kim, Michael W. Mahoney, and Kurt Keutzer [Medium]). 3

https://medium.com/riselab/ai-and-memory-wall-2cb4265cb0b8


GPU limit

Figure 2: In a broad sense, NNs have always been limited by the peak power
available in the current hardware. This also impacts winning models in what was
called the hardware lottery.

AI and Memory Wall (Amir Golami, Zhewei Yao, Sehoon Kim, Michael W. Mahoney, and Kurt Keutzer [Medium]).
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Limiting the costs

Standard solutions to limit the memory/compute cost of NNs require global
modifications to the architecture:

1. Use specialized cheaper components (e.g., depthwise separable
convolutions).

2. Compress the model into a smaller one via knowledge distillation.
3. Pruning or quantizing the weights and the activations.

In this lecture we consider instead the problem of having dynamic adap-
tation of the complexity for every input, in what we call dynamic neural
networks.
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Neural networks are static

Figure 3: Neural network tend to be static, in the sense of activating the entire
computational path for each input. 6



Dynamic (conditional) architectures

Up to now, we saw models that are composed by stitching together ba-
sic blocks either in sequence (e.g., multihead attention) or in parallel (e.g.,
residual connections).

However, every input always activates all the components. In a sense, the
network is always working at ‘peak’ power, irrespective of the complexity of
the input itself.

Can we buildmodels, instead, whose complexity and/or computational graph
may be conditional on the input itself?

Matsubara, Y., Levorato, M. and Restuccia, F., 2021. Split computing and early exiting for deep learning appli-
cations: Survey and research challenges. ACM Computing Surveys (CSUR).
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Early-exit models

Choosing the right number of layers



What are early exits?

Denote by fe(x) the output of a model (e.g., a CNN) for some intermediate
layer (or block) e. An early exit is a small classifer added on top of it:

ŷe = ce (fe(x)) . (1)

Hence, the neural networks provides a sequence of predictions ŷ1, ŷ2, . . .,
one for each early exit, potentially with different accuracy, in addition to
the final classification ŷ.

Scardapane, S., Scarpiniti, M., Baccarelli, E. and Uncini, A., 2020. Why should we add early exits to neural
networks?. Cognitive Computation, 12(5), pp.954-966.
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Neural networks are static

Figure 4: When using early exits, we add intermediate outputs to the network to
provide faster predictions for certain inputs.
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Training the network with early exits

There are three major problems when adding early exits:

1. We need to decide where to include an early exit. For example, we can
compute the relative FLOPS after every block, and add one exit at
given percentages (e.g., after 25%, 50%, and 75% of the total compute
cost of the model).

2. How do we train a model with multiple exits for each input?
3. At inference time, how do we decide whether to exit at a certain point
or continue to the next exit?
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Early exits in CNNs and ViTs

When using a CNN, early layers will have a very large activation map. Adding
an early exit requires a complex classifier ce, or a very strong amount of
pooling to make it feasible.

ViTs with a class token can solve these issues, since the complexity of the
classifier can now be independent of where it is placed.

Bakhtiarnia, A., Zhang, Q. and Iosifidis, A., 2021. Multi-exit vision transformer for dynamic inference. arXiv
preprint arXiv:2106.15183.
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Joint training of the exits

Given a pair (x, y), we now have E early predictions ŷ1, . . . , ŷE, and a final
prediction ŷ. We can define a joint loss by simply adding all the losses:

Total loss = CE(ŷ, y) +
∑
e

λe CE(ŷe, y)︸ ︷︷ ︸
Loss of early exit e

(2)

where the weights λe can be set to 1 or become hyper-parameters. Note
that this can help when training (better gradient flow) even if the early exits
are not used at inference time.
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Early exits at inference time

Denote by pe the confidence associated to early exit e (e.g., the max of ye).
At inference time, we can decide to stop processing if pe > γ for some user-
defined threshold γ, assuming the exits are well calibrated.

As an alternative, we can consider the entropyH [ye] of the predictions, mea-
suring a broader level of uncertainty on the prediction:

H [y] = −
∑
c

yc log(yc) < γ . (3)

The entropy is minimal whenever y equals a one-hot vector, and maximal
when it is equal to a uniform distribution over classes.
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Example: DeeBERT

Xin, J., Tang, R., Lee, J., Yu, Y. and Lin, J., 2020. DeeBERT: Dynamic early exiting for accelerating BERT inference.
arXiv preprint arXiv:2004.12993. 14



Early-exit models

Learning where to exit



Exit selection

The previous schema is useful, but it does not allow the network to learn
where to exit. We can achieve this by considering a separate block (an exit
selector) that decides which exit is best for a certain input:

c = ExitSelector(x) , with ce = confidence of exiting at exit e . (4)

This is similar to a multiclass classification problem with E + 1 classes.

This is a variation of the layer-wise method proposed here: Scardapane, S., Comminiello, D., Scarpiniti, M.,
Baccarelli, E. and Uncini, A., 2020. Differentiable branching in deep networks for fast inference. In IEEE ICASSP
2020 (pp. 4167-4171). IEEE.
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Visualizing the exit selection scheme

Figure 5: The exit selector predicts E + 1 confidence values, which are used to
weight the relative importance of each exit. 16



Soft selection of exits

We can train this similarly to an attention scheme, by weighting each exit
with a normalized score to obtain an aggregate prediction from the network:

ỹ =
∑
e

softmaxe(c)ŷe . (5)

At inference time, we can select one exit with argmax c.
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Extensions

This methods lends itself to several interesting extensions:

1. We can make the output of the softmax similar to the argmax by
regularizing the entropy of the exit probabilities during training.

2. We can force the exit probabilities to be close to some predefined
prior probabilities (e.g., uniform over the exits) by regularizing their KL
divergence.

3. Assume each exit has an associated (estimated) computational cost
oe. Then,

∑
e softmaxe(c)oe is an estimate of the computational cost

of the early exit procedure, that we can regularize during training.
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Early-exit models

The Gumbel-Softmax trick



Making hard choices at training time

The previous formulation allows us to learn where to exit with a soft as-
signment over the exits. However, the gain in computational cost is only
obtained at inference time, and there may be a mismatch between the soft
and hard assignments.

Taking the argmax during training cannot be done because its gradient is
almost everywhere zero. One solution is the straight-through estimator
(STE): take the argmax during the forward pass, while considering the orig-
inal probabilities in the backward pass.
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Visualizing the straight-through estimator

Figure 6: With the STE we can update the exit selector, and sparsely update the
various components. Note that this is a highly biased estimator of the gradient.
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Occasional gradients

With the STE, the gradient will flow only through the components that con-
tributed to the predicted exit. This may create some undesider behaviour,
wherein the network never explores different exits while training but re-
mains stuck at the initial prediction.

We can obtain a better behaviour by using the probabilities pe to sample an
exit during training, which requires a differentiable sampling mechanism.
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Differentiable sampling

Given the probabilities pe, we want to select an exit by sampling a value
z ∼ Cat(pe) from the associated categorical distribution.

We can do this with something called the Gumbel-max trick:

z = argmax (log pe + g) (6)

where g is a vector of elements sampled from the so-called (standard) Gum-
bel distribution. The samples z are distributed according to Cat(pe).
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Gumbel-Softmax

The previous operation cannot be differentiated, but we can replace the
(hard) argmax selection with a (soft) softmax selection (Gumbel-Softmax
trick):

z = softmax ((log pe + g) /τ) , (7)

where τ > 0 (temperature) balances how well the softmax approximates
the argmax. We can start with a high temperature (high exploration) at the
beginning, and move to a low temperature later on (high exploitation).

We can also combine the Gumbel-Softmax trick with the STE: we use the
argmax variant in the forward pass, and the softmax version in the backward
pass.

23



Visualizing the approximation

Jang, E., Gu, S. and Poole, B., 2017. Categorical Reparametrization with Gumbel-Softmax. In ICLR 2017.
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Reparameterization gradients

Figure 7: The Gumbel-Softmax is an example of reparameterization gradient: we
can differentiate through a sampling operation by moving the stochasticity as an
external input to the model.
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Show me some code!

1 import tensorflow as tf
2 import tensorflow_probability as tfp
3 gumbel = tfp.distributions.Gumbel(0, 1)

1 # Get some logits
2 logits = tf.random.normal((5,))
3 # Soft-sample corresponding to the Gumbel-Softmax trick
4 soft_sample = tf.nn.softmax(logits + gumbel.sample((5,))) # tau = 1

1 # Common way of implementing the STE
2 hard_sample = tf.stop_gradient(tf.one_hot(tf.argmax(soft_sample), 5))
3 hard_sample - tf.stop_gradient(soft_sample) + soft_sample
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Early-exit models

Some extensions



Discrete choices in neural networks

Note how the previous formulation can be easily extended by considering
a generalized setting:

1. We are choosing 1 out of E elements to be executed (in the previous
case, an exit).

2. We turn this into a soft-selection during training using an attention
mechanism.

3. We can increase the level of exploration by adding a Gumbel-Softmax
mechanism (or similar differentiable sample).

4. We can also obtain an hard choice during training with the STE (albeit
this is highly biased).
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Choosing the right model

Suppose we do not know which activation function to choose between a set
of E functions {φe}. By applying the previous mechanism, we can turn this
into a training problem by redefining the layer as:

f (x) =
∑
e

αeφe (x) . (8)

A generalized version of this is called differentiable neural architecture
search (DARTS).

Sütfeld, L.R., Brieger, F., Finger, H., Füllhase, S. and Pipa, G., 2020. Adaptive blending units: Trainable activation
functions for deep neural networks. In Science and Information Conference (pp. 37-50). Springer, Cham.
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Skipping layers dynamically

We can also use this to dinamically skip single layers by using a single scalar
mechanism:

h(x) = σ(g(x))f (x)︸ ︷︷ ︸
Execute layer

+

Skip layer︷ ︸︸ ︷
(1− σ(g(x)))f (x) , (9)

where f is a generic layer, g a gating function, and σ the sigmoid function.
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Skipping layers (visualization)

Veit, A. and Belongie, S., 2018. Convolutional networks with adaptive inference graphs. In ECCV (pp. 3-18).
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Mixture-of-experts

Splitting a network in modules



What is a mixture-of-experts (MoE)?

The previous section showed how we can “split” a network horizontally by
only using a given percentage of layers. We can also split each layer ver-
tically, by having multiple modules {Ei} to be executed in parallel. Each
module is called an expert and a mixture-of-experts is given by:

f (x) =
∑
e

peEe(x) , (10)

where pe are now called the routing probabilities.

Yuksel, S.E., Wilson, J.N. and Gader, P.D., 2012. Twenty years of mixture of experts. IEEE transactions on neural
networks and learning systems, 23(8), pp.1177-1193.
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Neural networks are static

Figure 8: In a mixture-of-experts (MoE), a layer is a combination of multiple
sub-modules which are sparsely activated for each input. 32



Sparse routing

For generic routing probabilities, this is very similar to, e.g., grouped convo-
lutions or multi-head attention. However, with sparse routing a MoE layer
can significantly increase the number of parameters of a network while
keeping the computational budget fixed.

1. We can route the entire input, or (in a transformer) each token
independently.

2. Different experts can reside on different GPUs.
3. For Transformers, it is common to replace the fully-connected part
with a MoE layer, which each expert having roughly the same capacity
as the original layer.
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V-MoE architecture

Riquelme, C., et al., 2021. Scaling vision with sparse mixture of experts. Advances in Neural Information
Processing Systems, 34, pp.8583-8595.
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Routing mechanisms

Consider a single token x. A common routing mechanism is as follows:

p = TopK (softmax(Wx+ ε)) (11)

where TopK selects the K highest indices (i.e., each token is routed to K
different experts), and ε is Gaussian noise (similar to Gumbel draws from
before).

We can also design variations where we select the top-K tokens for each
experts (as opposed to the top-K experts for each token), or use other tech-
niques such as reinforcement leanring.
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Top-K routing (visualization)

Fedus, W., Dean, J. and Zoph, B., 2022. A review of sparse expert models in deep learning. arXiv preprint
arXiv:2209.01667.
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Load balancing losses

By default, we may have situations where some experts are never used or
some experts are used the majority of times.

We can add regularization losses that try to balance the average use of
each expert (i.e., minimize the KL divergence between a uniform probability
distribution and the average load of each expert). These are called load
balancing losses.
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